Document downloaded from:
http://hdl.handle.net/10251/119573
This paper must be cited as:
Hernández-Orallo, E.; Cano, J.; Tavares De Araujo Cesariny Calafate, CM.; Manzoni, P.
(2018). FALCON: A New Approach for the Evaluation of Opportunistic Networks. Ad Hoc
Networks. 81:109-121. https://doi.org/10.1016/j.adhoc.2018.07.004

The final publication is available at
http://doi.org/10.1016/j.adhoc.2018.07.004

Copyright Elsevier

Additional Information

FALCON: A New Approach for the Evaluation of Opportunistic Networks
Enrique Hernández-Orallo∗, Juan Carlos Cano, Carlos T. Calafate, Pietro Manzoni
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Abstract
Evaluating the performance of opportunistic networks with a high number of nodes is a challenging
problem. Analytical models cannot provide a realistic evaluation of these networks, and simulations
can be very time-consuming, sometimes requiring even weeks only to provide the results of a single
scenario.
In this paper, we present a fast evaluation model called FALCON (Fast Analysis, using a
Lattice Cell model, of Opportunistic Networks) that is computationally very efficient and precise.
The model is based on discretising space and time in order to reduce the computation complexity,
and we formalised it as a discrete dynamic system that can be quickly solved.
We describe some validation experiments showing that the precision of the obtained results is
equivalent to the ones obtained with standard simulation approaches. The experiments also show
that computation time is reduced by two orders of magnitude (from hours to seconds), allowing for
a faster evaluation of opportunistic networks. Finally, we show that the FALCON model is easy
to adapt and expand to consider different scenarios and protocols.
Keywords: Opportunistic networks, Performance Evaluation, Simulation

1. Introduction
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Communications in mobile opportunistic networks take place upon the establishment of ephemeral
contacts among mobile nodes using direct communication (e.g., Bluetooth or WiFi Direct). Since
these mobile devices can communicate only when the people carrying them come into contact, such
networks are tightly coupled with the behaviour of human social networks.
Performance evaluation of these opportunistic networks is a challenging problem, as exposed
in [1, 2]. The most common approach used is based on combining a network simulation tool
with realistic mobility traces. Nevertheless, simulation can be very time consuming, and the
results obtained are restricted to the limited scenarios of the mobility traces used. This complexity
depends mainly on the number of nodes; experiments have shown that, for example, simulations
of networks with about 500 nodes can take months to finish [3]. Analytical models can avoid some
of these drawbacks by providing a fast and broader performance evaluation, but they are only
applicable to very simple (sometimes unrealistic) scenarios. Finally, most realistic evaluations are
based on measurements performed using real scenarios and equipment, that can be very expensive
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and sometimes impossible to perform. In conclusion, the lack of fast and precise evaluation tools has
delayed the deployment of opportunistic services, and simulation is basically the only reasonable
evaluation method despite its computational complexity.
In this paper, we propose a new approach for evaluating the performance of opportunistic
networks that is based on the combination of analytical and simulation models. The primary
objective is to evaluate a generic opportunistic network scenario where a set of items need to be
distributed among a set of nodes that move inside a bounded area. For example, the diffusion of
messages among the visitors of a mall, or the spreading of local information among vehicles in a
city.
Our proposal, called FALCON (Fast Analysis, using a Lattice Cell model, of Opportunistic
Networks), is based on a discrete dynamic system considering the discretisation of space (cells)
and time (period), which aims to reduce the computational complexity of simulations1 . Although
time discretisation is already used in current opportunistic simulators such as The ONE [4] and
OMNET++ [5], the primary factor that impacts their high computation times is related to its
spatial calculations (concretely obtaining the positions and the distance between nodes). To solve
this problem, FALCON is based on discretising the scenario in a lattice or grid of cells. Node
positions and local information items are projected into this grid. All nodes in the same cell can
exchange their items and pick up new ones. The position and state of the nodes are periodically
updated based on a set of state functions. Finally, after iterating over time, we can obtain a set
of metrics such as item diffusion dynamics and the ratio of diffusion. This basic model can be
extended and adapted to consider different aspects of opportunistic networks. As an example,
we expand it to include the setup and transmission time, that is a key aspect of the diffusion of
messages. The precision and efficiency of FALCON depend on the correct selection of the time
period and the cell size, whose values mainly depend on the communication range of the technology
used.
In order to validate the FALCON model, we performed multiple experiments, using both synthetic movement models and real traces. We compare its results with those obtained through
simulation. We show that the obtained results are mostly equivalent to the simulated ones, but
with a very reduced computation time. To be more specific, computation time with simulations
increases exponentially with the number of nodes, while with FALCON it increases linearly. For
example, in a scenario with 1000 nodes, the simulation takes three hours to complete, while with
FALCON it takes only 49 seconds. This supposes a huge speed-up improvement, allowing us to
evaluate different scenarios faster and accurately.
We also present the evaluation of a meaningful use case where we determine the impact of
the transmission time including the set-up time, an aspect that most simulators do not take into
account. The results show the setup time has a significant impact on the diffusion of messages,
and thus, evaluations obtained with current simulators should be reconsidered.
The paper is organised as follows. After some discussion about current evaluation methodologies
and reviewing related work in section 2, we introduce the FALCON approach and its formalisation
in section 3. The validation of the FALCON model is detailed in section 4. In section 5 we describe
a sample case which considers and evaluates the impact that different communication issues have
on opportunistic networks. Finally, in section 6 we conclude the paper.
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Following physics definition, we consider a lattice model as a model that is defined on a lattice, as opposed to
the continuum of space or spacetime
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2. Discussion and Related work
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Opportunistic networks are mainly characterised by the ephemeral and variable duration of
contacts between pairs of mobile devices. They can be considered as a special case of Mobile
Ad-Hoc Networks (MANETs) [6] where the mobile devices are usually carried by humans and
can communicate directly when they are in range using some wireless technology (that is, when
they have an opportunity of contact). They can also be considered as a kind of Vehicular Ad-hoc
Networks (VANETs) [7], as vehicles are steered by humans.
Evaluating the performance of these opportunistic networks is a challenging problem. Three
main methods can be considered. Analytical models usually require strong assumptions and simplifications about the system to evaluate, typically considering the diffusion of a single message,
so that they can produce some unrealistic results. Despite that, analytical models can provide
a fast and generic performance evaluation, where we can identify the key mechanisms underlying the information diffusion. Two classes of analytical models have been proposed for modelling
such network dynamics: deterministic models based on Ordinary Differential Equations (ODEs)
[8, 9, 10, 11], and Markovian models [12, 8, 13, 14, 15, 16]. Simulation can provide more realistic
results depending on the complexity of the network and the mobility model. A common approach
is to combine a network simulation tool, with realistic mobility traces, such as the ones in the
CRAWDAD repository [17]. This approach can reproduce the real dynamics and interactions of
mobile nodes. Finally, experiments performed using real scenarios and equipment can be very
expensive, and sometimes even impossible to perform. Nevertheless, some complete evaluations in
controlled places have been performed in [18, 19, 20].
One of the most significant aspects of selecting the evaluating method is its precision and cost.
Analytical methods are very fast, but the results can be unrealistic. On the contrary, simulation
can obtain a precision very close to real testbeds using sophisticated simulation models, despite its
computational cost. Concretely, when the workload or the scenarios used are complex, simulation
can last weeks or even months, only for obtaining the results of one simple scenario.
The ONE (Opportunistic Network Environment) [4] is a simulation tool specially designed for
opportunistic networks, which has a solid user community. This simulator is based on periodically
updating the movement of the nodes for detecting contacts, and implements a wide variety of diffusion protocols. OMNeT++ [5] is a generic and extensible network simulator, that, combined with
the INET Framework can be used for evaluating opportunistic networks[21, 22]. There are other
options such as Adyton [23], which is a new alternative to The ONE for simulating opportunistic
networks, and finally, the more generic ns-3 simulator combined with some specific frameworks[24].
Figure 1 shows the computation time of simulating the same scenario using four different
simulators [3]. We can clearly see that the computation cost increases exponentially with the
number of nodes. Performing the whole simulation (24 days of trace and 500 active nodes) can last
about 3600 hours (5 months). The conclusion is clear: current simulation tools are not scalable
in handling the dimensions that opportunistic networks require (thousands of nodes). In all these
simulators, obtaining the contacts and its duration is based on calculating the distance between
nodes. In each iteration, the distance is evaluated for each pair of nodes. As we will see, this is the
primary factor affecting simulation complexity. Thus, a way to reduce this complexity must be an
alternative approach for obtaining the contacts between nodes. This is the idea behind FALCON.
The FALCON model is based on some of the concepts introduced in [26]. In this paper, the
authors introduced a data dissemination model based on grids. The data is located in a grid, and
items can be picked by nodes and exchanged when two nodes are in range. The model keeps a
3
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Figure 1: Computation time (in hours) for simulating the same scenario in four different simulators. The scenario
used is known as the SFO Trace [25]. This dataset contains GPS coordinates of approximately 500 taxis collected
over 24 days in the San Francisco Bay Area. The simulation consisted of the diffusion of periodical messages between
all the nodes, varying the number of active nodes from 50 to 500. All the simulations were performed in virtualised
Linux servers with 4MB of dedicated RAM and one-core 3Ghz Intel Core i5 for each virtual machine (more details
in [3]).
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matrix with the state of all items that have the nodes, and it is periodically updated. Nevertheless,
movement and range calculation are not discretised (remaining equivalent to typical simulators) so
computation time is still high.
Other works use grids for reducing the complexity of calculations or for improving the diffusion
of data. The authors of [27] propose an opportunistic forwarding scheme (LAOF) by exploiting the
node mobility in mobile DTNs, using a rectangular-grid to partition the network field into different
regions. In [28], the author uses a grid model similar to FALCON for obtaining an expression for
predicting the next position of nodes in order to select the best candidate to transmit the message.
The goal is to reduce the end-to-end delay when transmitting messages with a limited lifetime.
3. The FALCON model
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As previously discussed, the main problem with simulations is their computational cost. Analytical models can provide fast results, but due to the simplification imposed by the mathematical
modelling, they do not take into account several important aspects of opportunistic networks such
as spatial or temporal variations (i.e., they are usually homogenous models). We, therefore, propose
a new approach that is a combination of analytical and simulation models, considering spatial dimensions and reducing simulation complexity. Particularly, FALCON is based on the discretisation
of space (Cells) and the discretisation of time (Period).
Therefore, this section is devoted to explaining and formalising the FALCON model. Firstly,
in order to explain this new approach, we introduce a simple scenario. Secondly, we formalise a
base model, describing and detailing its main elements and equations. The goal of this model is
to evaluate the diffusion of a set of items by a set of mobile nodes. This model can be easily
4

Figure 2: Sample scenario of the city of San Francisco with a grid. Each cell corresponds to approximately 100x100m.
There are 8 nodes and 4 four items.
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modified and expanded to fit the specific scenarios of our evaluation. Finally, as an example of
this adaptation, we refine this base model to include the transmission time, which is a key factor
on the performance on opportunistic networks.
3.1. Overview of the FALCON model
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In order to explain this new approach, we first introduce a simple scenario that will be formalised in the following subsection. We consider the diffusion of messages in a sector of the city
of San Francisco (see figure 2). Nodes in this scenario (for example vehicles) can gather different
information items from the city, and then distribute this information among other nodes using
opportunistic contacts (that is, exchanging information when nodes are within communication
range). Given this system, we can evaluate how fast is performed the diffusion of information and
when the nodes receive this information (coverage).
Our approach is based on space and time discretisation. In the considered example, the scenario
is discretised (space discretisation) in a grid of R × C cells where R = C = 10, and each square
cell has a side S of about 100m. Regarding the information, Q messages or data items are located
in the grid cells. The scenario has N mobile nodes, that move according to a given mobility model
or trace. Nodes positions are projected to the grid, so all nodes in a cell have the same position
regarding the grid. The movement of the nodes (their projection) and state is updated periodically.
This is the second discretisation of our approach (time discretisation). Nodes can store in their
buffer the items collected or exchanged. In each period, the diffusion of information is performed
as follows: when a node is in a cell containing an item, it picks it and stores it in its buffer. When
two or more nodes are in the same cell, they exchange all their stored items, so that, when this
period ends, all nodes in the cell share all the items.
5
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For example, figure 2 represents the position of nodes and items at a given period. The nodes
in cells (6,6) and (10,6) pick and store the item, while nodes in cells (2,1) and (4,5) exchange their
items. On the next period, nodes can move to another cell, picking or exchanging more items.
When the system progresses in time, we can obtain different performance parameters such as the
diffusion time or the information coverage.
It is clear that the discretisation used in this model can affect the precision of the obtained
results. Time discretisation is already used in current simulators. For example, the ONE simulator
is configured by default with a time period of 1s. That is, at every period, the ONE simulator
evaluates the status of the simulation, for example by determining which nodes are in contact,
or if a transmission has finished. Increasing this time period to e.g. 10s, can reduce the number
of contacts, as some contacts are not observable, thereby reducing the overall performance of the
information diffusion, and thus the precision of the obtained results. Regarding space discretisation,
its impact is determined by two aspects: the communication range and nodes mobility. In current
simulators, the communication range is used to determine if two nodes are in contact in order to
start a transmission. With cell discretisation, all nodes that are in the same cell are considered to
be in range. This can be considered a serious limitation of the model, but as it will be shown later
on, the key issue is to set the appropriate cell size. Now, we formalise this model by first considering
that there is no transmission time, and then improving it to include setup and transmission times.
3.2. FALCON system model
This subsection is devoted to formalise the FALCON model as a discrete dynamic system using
difference equations. We start by introducing a base model that evaluates the diffusion of a set of
items by a set of mobile nodes, as described in the previous subsection.
We consider a system with N nodes, in a discretised area of R × C cells with Q information
items and cell size S. Using systems model notation, the system state at period k denoted by xk ,
is a function of the previous state and the inputs of the system uk :
xk = f (xk−1 , uk )

(1)

In FALCON, we consider that the state comprises the items that have all the nodes in the system.
The input of the system consists of the following elements: data item positions dk , position of the
nodes nk and communication grid ck , so the state function is:
xk = f (xk−1 , dk , nk , ck )

(2)

The evolution of this system from a given initial state x0 , depending on the set inputs, is known
as the state-space of the system: {xk }. Now, we describe the different variables of the previous
equation:
170
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• Data items vector dk : is a vector of grid coordinates with the location of the Q items at
iteration k. That is, element dk (i) contains the row and column (y, x) of the ith item. Note
that, in some systems, the data items can be constant (do not vary along time) and so the
subindex can be dropped.
• Communication grid ck : is a matrix of R × C elements that determines the probability of
communication on the cell. It can be binary (0: no communication, 1: communication) or
a probability (from 0 to 1: full communication). This allows to model areas with better or
worse communication; for example, open spaces can be set to 1, and areas with interferences
or obstacles can be set to lower values.
6
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• Nodes position vector nk : is a vector of coordinates with the current position (row and
column) of the nodes at iteration k.
• Data state xk : is a matrix of N × Q elements where each row n corresponds to the state
of the nth node. Each column i indicates if the ith item is stored in the node. That is, if
xk (n, i) = 1, then node n has item i.
In order to evaluate the state, the state function 2 can be simply defined using the logical OR:
xk = xk−1 ⊕ f d (dk , nk ) ⊕ f c (xk−1 , nk , ck )

(3)

introducing two functions:
• Direct function: xdk = f d (dk , nk ), which are the items collected directly by nodes when they
are in a cell with items. This function returns a state variable with the items collected, and
it only depends on the node and item positions; it can be obtained as:
xdk (n, i) = 1

if dk (i) = nk (n)

(4)

• Communication function: xck = f c (xk−1 , nk , ck ), that are the items exchanged by the nodes
when they are in the same cell with the probability given by ck . We can derive an expression
considering the case of a binary probability communication grid:

 xk−1 (m, i) = 1 ∧
c
(5)
xk (n, i) = 1 if ∃ m where nk (n) = nk (m) ∧

ck (nk (n)) = 1
185

Finally, we can obtain the evolution of the system iteratively by resolving expression 3 up to a
given iteration k from a given initial state x0 (that can be a zero matrix considering that initially,
the nodes have no items). From the obtained state-space we can obtain metrics such as the diffusion
of items depending on time, the ratio of diffusion, and the diffusion time. Considering the duration
of a period as δ, then the time at iteration k is t = δk, and so we can define the following metrics:
• Diffusion of item i at time t, that is, the number of nodes that have that item:
Di (t) =

N
X

k = dt/δe

xk (n, i)

(6)

n=1

• Diffusion of all items at time t, as the sum of all items that have all the nodes:
D(t) =

Q
X

Di (t)

(7)

i=1

• Ratio of diffusion of all the items at time t:
R(t) =
7

D(t)
N ·Q

(8)

Figure 3: Grid used as an example. The circles represent the initial position of the nodes, and the stars represent
the position of the items. The grey cells represent cells with full communication.

• Diffusion time for a given ratio R, which is the time when the diffusion is greater than a
given ratio:
t = δk {min k R(δk) ≥ R}
(9)
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As shown later on, the precision and efficiency of FALCON depend on the selection of the
grid size and time period. The cell dimensions mainly depend on the communication range of
the technology used. The time period can affect different on the number of effective contacts and
the transmission effectiveness. The reason for this is that, in one period, all nodes exchange all
messages and pick up all messages. So, it depends on the speed of the nodes: very fast nodes
and a low period imply that some positions are not sampled, missing contact opportunities. These
aspects will be studied in depth in section 4.
3.3. Example
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In order to understand the different elements and components of the FALCON model and its
dynamics, we include a simple example considering a system with five nodes (N = 5), seven items
(Q = 7) and a cell grid of 5 × 5 (R = C = 5). The state of the system (nodes and items position)
at iteration k is shown in figure 3.
First, the position of the items is defined by the data items vector, and do not vary over time:
d = [(1, 4) (1, 2) (5, 1) (2, 4) (1, 5) (2, 3) (4, 4)]

(10)

The communication grid is:



c=



1
1
1
1
1

0
1
1
1
0
8

0
1
1
1
0

0
1
1
1
0

0
1
1
1
0








(11)

The position of nodes at iteration k are:
nk = [(2, 4) (4, 1) (5, 2) (1, 5) (4, 1)]
and finally, the previous state, for instance, can

1 0
 0 1

xk−1 = 
 0 0
 0 1
0 0

be the following:

0 1 0 1 0
0 0 0 1 0 

0 0 0 0 0 

0 1 0 1 0 
0 0 0 1 1

where, for example, node 1 has items {1, 4, 6}, and node 3
variables, we can obtain the state from the direct function as:

0 0 0 1 0 0 0
 0 0 0 0 0 0 0

xdk = 
 0 0 0 0 0 0 0
 0 0 0 0 1 0 0
0 0 0 0 0 0 0
and also the communication function as:

xck



=



0
0
0
0
0

0
1
0
0
1

0
0
0
0
0

0
0
0
0
0

0
0
0
0
0

0
1
0
0
1

0
1
0
0
1

(12)

(13)

has no items. Using the previous







(14)








(15)

where it can be seen that nodes 2 and 5 exchange their items. Finally, adding all the terms (logical
OR) using expression 3, yields the updated state:


1 0 0 1 0 1 0
 0 1 0 0 0 1 1 


d
c

xk = xk−1 ⊕ xk ⊕ xk = 
(16)
 0 0 0 0 0 0 0 
 0 1 0 1 1 1 0 
0 1 0 0 0 1 1
Note that the changes from the previous state are marked with bold font.
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3.4. Considering transmission time
The previous model assumes that nodes that are in the same cell can transmit all messages in
one iteration. This is not a realistic assumption as transmission time depends on setup time and
messages size. Thus, we expanded the previous FALCON model in order to take into consideration
the duration of the contacts and the transmission times. Specifically, the data state matrix and
the nodes position vector must include the following additional information:
• Nodes position vector nk : it is necessary to include the remaining time a node will stay in
the cell that will be used to calculate the duration of a contact. Thus, each element of nk
contains the row, column and remaining time of the nodes at iteration k.
9

• Data state xk : a last column is added to indicate whether a node is transmitting or not.
That is, if xk (n, Q + 1) = 1, then node n is transmitting.
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• Setup time τ : the time needed since a contact starts until the nodes start transmitting the
items
• Item time t: the time required to transmit each item is defined as a vector t of Q elements,
where t(i) corresponds to the transmission time of the ith item.
Note that the item time depends on the size of each item, and the speed (bandwidth) of the link.
For example, an item of 1M B (for example a photo) transmitted using Bluetooth technology with
an effective bandwidth of 2.1M b/s, will last (1 × 8)/2.1 = 3.8s. Considering both the setup time
and transmission time of the message, when two nodes n and m start a transmission, the required
communication time to exchange their messages will be:
X
t(i)
(17)
Tc = τ +
∀i x(n,i)6=x(m,i)

To consider the transmission time, the communication function f c is modified in the following way:
xck = f c (xk−1 , nk , ck , τ, t)
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(18)

Now, we briefly describe the implementation of this function. When a contact starts, we must
consider the duration of the contact and the transmission time. From the state, we can first
determine if both nodes can transmit. If one of the nodes is already transmitting, no items can
be exchanged in this contact opportunity (it must wait to the transmission of one of the nodes to
end or try to exchange an item with other available nodes). When both nodes determine that they
can transmit, we must take into account the duration of the contacts. In the FALCON model, a
contact duration Td can be obtained as the time during which two nodes are in the same cell. Using
vector nk , if two nodes n and m at iteration k are in the same cell, the duration of a contact can
be obtained as Td = min(n(n, 3)k , n(m, 3)k ). Thus, if the duration of a contact lasts less than the
required communication time, we must transmit only the messages up to the contact duration2 .
Thus, the idea is to calculate the remaining time Tr of the contact.
When a contact starts, the remaining time is set to the contact duration Tr = Td . First, we
consider the setup time, so Tr = Tr − τ . Then, while Tr is greater than zero, we can exchange
an item i if t(i) ≤ Tr , updating then the remaining time. Thus, the exchange will end when all
items are exchanged, or when the remaining time is consumed. It is important to note that the
model cannot be aware of the contact duration. So, it can start a transmission and, if the setup
time plus the transmission time of the first item is greater than the contact duration, no items will
be exchanged (that is, it can be considered as a wasted contact). Finally, the order in which the
items are exchanged is based on their number (that is, messages with lower numbers are exchanged
first); but other models can be used in order to improve efficiency (for example, items with lower
sizes first, as described in [29]).
Summing up, the FALCON model can be easily adapted for evaluating different systems. The
previous models represent the most typical diffusion scenarios, but other scenarios or communication protocols can be easily considered. For example, instead of nodes picking items up, these
2
Note that not all contact durations will allow completing a full exchange of items since they must be lower than
the transmission time given by equation 17.
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items can be generated directly by the nodes. In this case, we can modify the direct function
considering, for example, that items are generated randomly between all nodes at a given rate,
or even considering more complex patterns. Thus, in this extension, the data items vector is not
used. We can also consider the evaluation of node-to-node protocols, such as PRoPHET [30], and
Spray and wait [31]. In this case, we must include in the data items vector, a destination, so that
it can be used in the communication function to determine, when a contact occurs, how a message
is transmitted according to the protocol.
4. Validation of the FALCON model
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This section is devoted to the validation of the FALCON model. First, we provide some details
about its implementation; then, we evaluate its precision comparing the results of FALCON with
analytical and simulation results, using both synthetic and real mobility traces. We also evaluate
the impact of the period and the cell dimension on the results. Finally, we evaluate the computation
cost compared with simulation. All validations performed in this section are referred to the base
FALCON model.
We implemented the FALCON model in Matlab3 . Actually, the implementation was straightforward from the definitions and the equations described in subsection 3.2. Nevertheless, some
practical optimisations have been done to speed-up the calculations. The most important one is
the evaluation of expression 3. Instead of generating the xdk and xck vectors, and then performing
the logical OR, the direct and communication functions directly modify the status matrix xk . The
data items vector d is also converted to a R × C matrix where each element contains the item in
that cell. Finally, only those nodes that moved to a different cell from the previous iteration are
evaluated.
Node movements are previously generated using an auxiliary custom function that can generate
the vector nk from real position traces or from synthetic mobility models, discretised to time periods
and cell positions. Once this is defined, the system is evaluated iteratively up to the desired time.
The final result is the whole state space {xk }. Our implementation of FALCON also provides
a helpful graphical visualisation tool, where the status of the system is iteratively updated. For
example, figure 4 shows a snapshot of the system, showing the position of the nodes and the items
received at a given iteration. Finally, we can obtain several metrics, such as the ratio of diffusion
(Rk using expression 8), the diffusion of an item (Di (t) using expression 6), and the number of
items and contacts depending on time, as shown in figure 5. The precision of the results will
depend on the correct selection of the time period δ and the cell size, as we will be detailed in the
following subsections.
4.1. Cell dimensions and range
The communication range is usually expressed as an average distance where two nodes can
communicate. For example, for Bluetooth we can use 5-15 meters, and for Wi-Fi 50-200 meters.
Nevertheless, the FALCON model considers that all nodes in the same cell are into range. This
imposes two important limitations: firstly, two nodes that are very close but in different cells do not
3

All implemented models and graphical tools are freely available for the research community on the GitHub site
of our research group (https://github.com/GRCDEV/falcon/). This implementation, which is provided as a proof
of concept, can be easily re-coded in other languages.

11

Figure 4: Snapshot of the evolution of an example system in the Matlab implementation. The grid has 15 rows and
20 columns with a cell size of 10 meters. The number of nodes is 10, and the number of items is 75, which were
randomly positioned into the grid. Note that, the graphical model is optional and this evaluation takes less than one
second in batch mode.
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communicate, and secondly, the range is homogeneous (not affected by interferences or obstacles4 ).
This is different from simulation models where two nodes are considered to be in range based on
their Euclidean distance5 . That is, opportunistic networks simulators determine that a contact
starts when the distance between two nodes is less than or equal to a fixed range, and it is finished
when the distance is greater. In FALCON, a contact starts when two nodes meet in the same cell,
and finish when at least one of them leaves the cell.
Thus, we must establish a relationship between a distance-based range and the cell side as
S = Fs · range, where Fs would be a scale factor. This factor was obtained empirically based
on the following fact: for a given range and cell side S, and considering a set of mobile nodes,
the number and duration of the contacts must be the same in both models (distance-based and
cell-based). The experiment basically consisted of finding the factor that minimises the difference
between the number of contacts of both models. That is, given an initial factor Fs , a set of nodes
and an area, the process is the following:
1. Generate the mobility for the set of nodes and the evaluated area,
2. get the contacts for a distance-based model using a given range,
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3. get the contacts for the FALCON model using cell side S = Fs · range
4

Although it can be modified by the use of the Communication grid ck
This is the model used in opportunistic networks simulations. Other network simulators can use more complex
models considering radio propagation and obstacles (i.e Nakagami), making the simulation even more computationally
intensive.
5
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Figure 5: This figure shows some of the plots that can be obtained from the FALCON model implemented in Matlab,
corresponding to the model shown in figure 4. We can see the ratio of diffusion of all the items, and the diffusion
of one node. We can also see the number of items exchanged and collected depending on time, and the number of
contacts generated by the model.

300

Using the bisection method, this process was repeated by varying the factor Fs in the range [1 . . . 2]
until the difference of contacts between both models was below a given threshold error. Finally,
we used several grid dimensions, number of nodes, different ranges and mobility models (even real
traffic traces). The average factor was 1.395 with a 90% confidence interval of [1.35 . . . 1.43]. Thus,
we used Fs = 1.4 along the paper. This factor was also confirmed by the accuracy of the results
obtained in the following subsections (using another factor produced less accurate results).
4.2. Comparison using synthetic mobility models
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In this subsection, we compare FALCON results with other performance evaluation models, such
as analytical models and simulation using synthetic mobility models. Four different experiments
using two different scenarios were evaluated, with the aim to validate the precision of the FALCON
model.
The comparison process is outlined in figure 6. First, a mobility trace is generated from a
synthetic mobility model. This trace can be generated using the BonnMotion tool [32], which
is a tool that can create different mobility scenarios ranging from simple synthetic models such
as RWM (Random Waypoint Model) to more realistic models such as SWIM (Small Worlds In
13
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Figure 6: The process for comparing the results. This process was used in the comparison of evaluation method
using synthetic mobility models but is also similar to the process used when real mobility traces were used.
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Motion). This mobility trace must be mapped onto the set of nodes position vectors {nk }, that
is, the cell location of the nodes at each period interval k, used in the FALCON evaluation. Using
the same mobility trace, a contact trace is also generated considering that a contact occurs when
two nodes are in range, also evaluating this condition using the same period. For the simulation,
we used a simple custom contact-based simulator, that is fed with this contact trace6 . Finally,
from this contact trace, we can obtain the average contact rate λ required in the analytical model.
Additionally, due to the random nature of the mobility generators, we repeated the experiments
100 times in order to obtain average results and 90% confidence intervals.
The first scenario is an area of about 1Km × 1Km with 100 nodes, with a communication
range of 10m (i.e. Bluetooth range). For this range, the cell side is S = Fs · 1.4 = 14m, with
a grid of 75 × 75 cells. The duration of the period δ was set to 1s, and the simulation time
SimT ime = 25.000s (about 7 hours) in order to get a full diffusion of the message. Regarding
the mobility model, we used the basic Random Waypoint Model (RWM) adjusted to resemble
pedestrian mobility with the parameters detailed in table 1. Due to the limitations of the existing
analytical models, in this first experiment we limit our comparison to the diffusion of only one
message in a network of nodes, so the data items vector is empty, and the initial state is set to a
vector where one randomly node has an item. That is, a single message epidemic diffusion based on
nodes contacts. Thus, from [9] we can obtain the diffusion of an item (infected nodes) depending
on time as:
N
I(t) =
(19)
1 + (N − 1)e−λN t
where λ is the contact rate between pairs of nodes that was obtained from the mobility trace using
the following expression:
Ct
λ=
(20)
SimT ime · 0.5 · N (N − 1)
where Ct is the number of contacts obtained from the mobility trace, as detailed in [33].
6

Actually, the simulation experiments of this section were performed using the ONE simulator. Nevertheless, in
the section that follows, since the ONE simulator has no setup time, we implemented a custom simulator in Matlab
to validate these results. Note that both simulators are contact-based, that is, when nodes are within radio they
start a transmission. The performance results of this custom simulator and the ONE simulator were equivalent when
the setup time was set to zero.
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Table 1: Main parameters for the synthetic scenarios experiments.

Parameters
Nodes
Items
Range
Area
Grid
Sim. time
Mobility model

320

325

330

335

340

345

Experiment 1

Experiment 2
100
1
10
10m (Bluetooth)
1Km × 1Km
75 × 75 cell, side 14m
25.000s
30.000s
RWM
Speed interval [0.2 . . . 2.2] (m/s)
Pause interval [0 . . . 10]s
Walk interval [2.00 . . . 20.00]s

Experiment 3

Experiment 4
50

1

20
100m (Wi-Fi)
7Km × 7Km
50 × 50 cell, side 140m
100.000s
100.000s
SWIM
NodeRadius 0.005
CellDistanceWeight 0.5
WaitingTimeExponent 1.45
WaitingTimeUpperBound 30000

The results are shown in figure 7a, where the ratio of diffusion R(t) = D(t)/N is shown
depending on time. We can see that FALCON and simulation results are very close, but the
results of the analytical model are too optimistic. With regard to the analytical model results, it
confirms the experiments conducted by [34, 33] that showed that a single homogeneous contact
rate is unable to capture the global performance of a mobility trace.
In the second experiment, we evaluated the precision of FALCON using a more complex scenario
where nodes can pick items and then exchange them in order to spread information. Since no
analytical model exists capable to model this scenario, we compare our results only with simulation,
following again the process described in figure 6. The area, grid, cell size, mobility model and period
are the same than in the previous experiment (all details in column experiment 2 of table 1). The
number of items was set to 10 (Q = 10), all of them randomly placed in the area. Finally, the
simulation time was set to 30.000s (about 8 hours) in order to ensure that all items are completely
diffused. The results are shown in figure 7b where the ratio of diffusion of all items (that is, using
expression 8) is plotted. The results show a very good approximation of the FALCON curve with
respect to simulation results.
The third and fourth experiments used a more realistic synthetic mobility model generator,
namely the SWIM (Small Worlds In Motion) model [35], which is based on the assumption that
users either select a location close to their home or a very popular location. We also changed the
communication technology to a Wi-Fi based one, with an average range of 100m. Consequently,
the scenario is greater: a grid of 50 × 50 cells with a side of 140m. The duration of the period δ
was set to 1s, and the simulation time to 100.000s (about 27 hours) in order to get a full diffusion
of the message and picked items. Finally, the number of nodes was 50. All the parameters of these
experiments are detailed in table 1, including the SWIM model ones. The results are shown in
figures 7c and 7d, where we can see, similarly to the previous experiments, that FALCON and
simulation results are very close, confirming the validity of the proposed model.
4.3. Comparison using real mobility traces
In the experiments of the previous subsection, we used synthetic mobility models for generating
the movement of the nodes. This allowed us to compare the performance of the different models
depending on different factors (mainly nodes, items and grid dimensions). Nevertheless, if we want
15

(a)

(b)

(c)

(d)

Figure 7: Comparison of the different evaluation methods using synthetic models. (a) Experiment 1: Ratio of diffusion
of one message using a RWM mobility model and short-range communication (Bluetooth); (b) Experiment 2: Ratio
of diffusion of 10 items for same scenario of Experiment 1. (c) Experiment 3: Ratio of diffusion of one message using
SWIM and medium-range communication (Wi-Fi); (d) Experiment 4: Ratio of diffusion of 20 items for the same
scenario of Experiment 3. Note that all the results for FALCON and Simulation show the area corresponding to 90%
confidence intervals.
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355

to perform a more realistic evaluation of opportunistic networks we must use real traffic traces.
Thus, in this subsection, two different traces are used, both from human and vehicles mobility
patterns.
In the first experiment, we used a trace of mobile users, from an experiment at the NCCU
campus [36], where GPS position data was collected during two weeks (336 h) using an Android app
installed in the smartphones of 115 students in an area of 3.76Km × 3.42Km. For our experiment,
we selected the first 24h of this trace for evaluating the diffusion of one message using short-range
communication (Bluetooth). Therefore, the cell size was set to 14m, so the grid has 269 × 244 cells.
As in the previous subsection, we compare the results obtained using the analytical model (that is,
equation 19), the FALCON model, and simulation, following again the process outlined in figure
6. The results shown in figure 8 confirms the precision of the FALCON model7 .
7

Note that in this experiment, as the mobility trace is not generated randomly, the result of the diffusion is unique,
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Figure 8: Ratio of diffusion of one items for Analytical model, FALCON and simulation, for the NCCU trace using
short-range communication (Bluetooth)
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For the second experiment, we used a mobility trace of taxi cabs in San Francisco, USA [37]
(also referred to as SFO trace), which has a higher number of nodes. This dataset contains GPS
coordinates of approximately 500 taxis collected over 24 days in May 2008 in the San Francisco
Bay Area. From this trace we used only four hours of one day (May 18, 2008, from 7am to
11am), and the area was restricted to the city centre, as shown in figure 9 (between latitude range
[37.72◦ . . . 37.82◦ ] and longitude range [−122.47◦ . . . −122.37◦ ], an area of about 11.13 × 8.80 Km)8 .
The location-updates are quite fine-grained, and the average time interval between two consecutive
location updates is less than 10s. Nevertheless, as we required an update of 1s, we interpolated the
intermediate positions. We assume that the communication technology is WiFi with an average
range of 100m, and so the cell side was set to 140m. Then, the grid has 80 × 63 cells.
We performed two different experiments. In the first one, we set twenty items regularly placed,
as shown in figure 9, in locations where traffic is medium to heavy (the red points). The ratio of
diffusion of these items is shown in figure 10, labelled as “Items #1”. We can see that the diffusion
of these items is very fast (due to the location of the items) and that both curves are very similar.
In the second experiment, we set four items in locations where the traffic is scarce or even with
no traffic at all. The diffusion is shown also in figure 10, labelled as “Items #2”. We can see that
the diffusion is constrained by the items picking, and even one of the items was never collected
(specifically, the second on the left). Comparing the results of both evaluation methods (FALCON
vs Simulation), we can see that there is a difference in the range 0-2000s, due to that one item
in the simulation which was picked earlier than in FALCON, and so its diffusion started before.
This is the effect of the cell discretisation that generates this kind of differences. In particular, the
rightmost items have a very low density of cars around, and therefore, in the simulation, the first
car that picked the item in the simulator, missed the item in FALCON because the item was at
a surrounding cell, and not in the cell of the car. This is one the main causes that can produce
differences on the results of both models.
so there are not confidence intervals.
8
for San Francisco latitudes we used the following conversion 1◦ Lat ≈ 111.319km and 1◦ Lon ≈ 88.055km

17

37.82
37.81
37.8

Lat (degrees)

37.79
37.78
37.77
37.76
37.75
37.74
37.73
37.72

-122.46

-122.44

-122.42

-122.4

-122.38

Lon (degrees)
Figure 9: San Francisco trace sample of 4h of GPS coordinates from 536 taxis corresponding to May 18, 2008, from
7 am to 11 am. Although the original trace has a greater area, in the evaluation we used the area represented in the
figure. The first set of items “Items #1”, that are positioned as a matrix of 5 × 4, are represented by red asterisks.
The second set “Items #2” are positioned as a row at the bottom and are represented by magenta circles.
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4.4. Computation time
One of the primary motivations for introducing FALCON is reducing the cost of opportunistic
networks performance evaluation while keeping a high accuracy of the results. As shown in the
results of the previous experiments described in this section, the accuracy of FALCON is very close
to the simulated ones. Now, we evaluate the cost of both methods.
Particularly, the objective is to evaluate the impact of the number of nodes and items on
the computation time. The scenario is similar to previous experiments, where two different grid
dimensions are evaluated: 75 × 75 and 150 × 150 cells with a fixed side of 14m, and node mobility is
generated according to the RWM model. The simulation time was set to 10.000s (about 3 hours).
The number of nodes N varied from 50 to 1000, with step 50, and the number of items Q varied
depending on the number of nodes as 0.2N . For each value of N , we obtained the average execution
time after repeating 10 times the calculation of the ratio of diffusion up to 10.000s.
The results are shown in figure 11 with logarithmic y-axes scale. We can clearly observe that
the computation time of simulation is practically two orders of magnitude greater than the FALCON computation. In fact, it increases exponentially with the number of nodes (and items), with
a greater slope than FALCON. For example, we can compare the complexity for 1000 nodes: FALCON takes about 49 seconds, and simulation takes about 3 hours (that is, one hour of simulation
represents nearly one hour of computation time). This supposes a huge speed-up, particularly
when N is greater than 500 nodes, achieving speedup factors greater than 50. On the other hand,
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Figure 10: Ratio of diffusion of the items for FALCON and simulation for the SFO trace using medium-range
communication (Wi-Fi)
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Figure 11: The average computation time of simulation and FALCON depending on the number of nodes N for two
cell grid dimensions 75 × 75 and 150 × 150. Note the logarithmic y-scale. All the simulation were performed using
Matlab in a PC with 8MB of RAM using only one-core in a 3.4Ghz Intel i5.
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increasing the grid dimensions does not impact on the computation time, since both curves (for 75
and 150 side cells) are very similar.
To justify this difference, we can analyse how FALCON and simulation are implemented for
evaluating their complexity. Although we did not perform a formal evaluation of the complexity of
the algorithms, we studied the main aspects that affect their computation time. In FALCON, for
each iteration, only the nodes that experienced a cell change are evaluated, and determining the list
of these nodes has a linear cost on N . On the contrary, for simulation, the main cost is determining
when two nodes are in contact or not. This implies obtaining the distance between every pair of
nodes, that have a cost of about O(N 2 ), as can be clearly seen in the simulation results shown in
figure 11. Thus, increasing the area or the number of cells does not have a relevant impact on the
computation time, as evidenced in the results shown in figure 11.
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All the simulations were performed using only one-core in a 3.4Ghz Intel i5.

Figure 13: Ratio of diffusion for “Items #1” for FALCON and simulation considering different transmission times.
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4.5. Impact of period
Since the period is very related to the computation time, we study the impact of the period
on the FALCON model. This topic has been addressed in simulators based on periods like ONE
and OMNeT++. For example, in [3], it is shown that increasing the period from 1 second to 5
seconds, reduces the simulation time by a factor of 5, but the simulation results differ (specifically
the rate of diffusion and the diffusion time), so the obtained results are less precise. The reason
for this behaviour is clear: for greater resolutions, some of the possible contacts are missed, and
so the opportunity to transmit a message is lost, reducing the overall performance. Actually, the
default period of these simulators is set to one second. Reducing the period does not produce a
significant improvement on result accuracy, but it increases the simulation times considerably.
We performed similar experiments with FALCON. Using the second scenario described in detail
in subsection 4.2, that has 100 nodes, 10 items, and a grid of 75 × 75 cells, we obtained the ratio of
diffusion (equation 9) for t = 20.000s. The results are shown in figure 12 for different periods. We
can see that the ratio of diffusion for 0.5 and 1s, are very similar, but for higher periods the results
decrease, so the precision of the results become lower. The same figure shows the computation time,
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(b)

Figure 14: Density map of exchanged messages. It shows the number of messages exchanged in each cell. (a) With
no restrictions on the communication; (b) With reduced communication in the centre.
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Figure 15: Diffusion time depending on the transmission times for different setup times.

430

where we can see that decreasing the period has a big impact on the computation time, especially
for simulation, that has a greater computation time than the FALCON model. Similar experiments
performed using the other scenarios obtained similar results with regard to the precision. Summing
up, a 1s-period is a good trade-off between precision and computation time.
5. Case study: impact of transmission time
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In most opportunistic simulators, the set-up time and probability of communication are not
considered, being key factors for the performance of information diffusion. In this section, we
consider the communication time, using the FALCON model detailed in subsection 3.4. We used
21

the San Francisco scenario again with the first set of items considering three different sizes for the
items to exchange and fixing the setup time to τ = 10s.
440

• Text items: the items consist of very short texts, so the item transfer time is very low. We
consider a time of 0.1s for all items, that is t(i) = 0.1s ∀i.
• Image items: the items transfer time is increased to 5s for transmitting images of about
1M B.
• Video items: the items transfer time is increased to 20s for transmitting short videos.
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For each item type we repeated the experiments of subsection 4.3. The results are shown
in figure 13. First, we can see that the curves for FALCON and Simulation are very similar,
confirming the precision of the FALCON model. Regarding the results, we can see, as expected,
that by increasing the items transfer time the diffusion becomes slower. Besides, we can see that
for video items the diffusion is very slow.
It is also interesting to know in which locations (cells) are messages exchanged. Using FALCON,
it is easy to obtain a density map with the number of messages exchanged in each cell, as shown in
figure 14a. This density plot corresponds to one of the previous experiments, specifically the one
with text items (with the other items sizes the density plots are very similar). We can see that
most of the messages are exchanged in the city centre and on the main roads, that is, the locations
with greater contact opportunities. Using the communication grid, we can impose, for instance,
that the communication in the city centre is reduced due to interferences. To model this situation,
we set the communication grid to one for all the cells, except for the cells between rows 35 to 65
and columns 20 to 45 (approximately between latitude range [37.76◦ . . . 37.81◦ ] and longitude range
[−122.44◦ . . . −122.40◦ ]), that was instead set to 0.5. This probability reflects that only half of the
opportunities to exchange messages are actually feasible. The results in figure 14b show that the
density map changed slightly, evidencing the use more locations outside the city centre.
Finally, we can evaluate the impact of both the setup time and the items transfer time on the
diffusion time of all items using expression 9, with R = 1. In this case, we only used FALCON, and
the results are shown in figure 15. Four different curves are shown in this figure corresponding to
the setup times τ = {0, 10, 20, 30}s. The item transfer time varies from 0 to 15s. We can see that
the impact of the item transfer time is greater when the setup time is greater. The main reason is
that the remaining time of the contact is reduced, meaning that fewer items can be exchanged. It
is worth mentioning that the whole computation time of the previous evaluation was 40 minutes
(corresponding to 60 individual evaluations). The same evaluation using a simulator would take
about 25 minutes for each evaluation, that is, about 25 hours in total.
Summing up, by using FALCON we can see the impact of the transmission time in a given area,
and the locations where these communications take place. We can even evaluate what happens if
some areas have lower communication performance.
6. Conclusions
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In this paper, we have introduced a new evaluation model called FALCON (Fast Analysis,
using a Lattice Cell model, of Opportunistic Networks) based on a discrete dynamic system. We
considered the discretisation of the space (cells) and time (period) to reduce the computational
complexity of simulations.
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The model, which is easy to use and implement, allows the evaluation of opportunistic networks with a precision comparable to current simulators and provides significantly more accuracy
than analytical models. We showed that the computational cost of FALCON is extremely low.
Specifically, when it is compared with simulation, computation time is reduced by two orders of
magnitude (from hours to seconds). This allows researchers and practitioners to quickly evaluate
many more different scenarios and having different network characteristics.
Finally, we demonstrated that this model is easy to adapt and expand to consider different
scenarios and protocols. As a case study, we considered the transmission time, including both
the setup time and the items transfer time, and showed how these parameters effectively affect
message diffusion. As a future work, on the one hand, we plan to include in the model more
evaluation elements such as the transmission cost and the buffer limitation; and on the other hand,
we intend to implement the FALCON model as a stand-alone tool so it could be used directly or
even integrated into other simulators.
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