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Abstract

Drug discovery is a long and expensive process that normally takes 10-15 years

from primary evaluation to regulator’s approval. As a result, molecular com-

puter simulations known as virtual screening are often used to predict phar-

macological candidates during the first stages. One of the most widely used

methods in virtual screening is molecular docking. The goal of this method is

to predict the 3D conformations where a potential pharmacological candidate

(also known as the ligand) binds to a given spot. Traditional docking methods

are based on optimization procedures of scoring functions–i.e. mathematical

functions that model molecular interactions–characterized by being computa-

tionally expensive. Thus, an alternative approach called DQN-Docking based

on deep reinforcement learning is proposed to provide a novel framework for de-

veloping docking simulations efficiently. In particular, the developed approach

is built upon a Deep Q-Network to train the ligand (the agent) to find its op-

timal interaction. The experimental section is centered on the cyclodextrin as

the host molecule, and it is shown that once the agent is trained, it is able to

find the optimal solution independently of its starting position. These results

suppose a valuable milestone in developing a faster and effective method for
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docking simulations.

Keywords: Deep reinforcement learning, Deep Q-Network, Structure-based

drug design, Protein-ligand interactions, Molecular docking

1. Introduction

Drug development process is known for being excessively expensive, long,

and difficult. In fact, it often takes an average of 10-15 years from the ini-

tial steps—where thousands of pharmacological candidates are considered—to

regulator’s approval [10]. Drug discovery, in particular, encompasses the first5

stages of the entire drug development pipeline previous to chemical synthesis

of a selected group of pharmacological candidates. In the last decade, Vir-

tual Screening (VS) methods have been heavily used to speed up this part of

drug development. They consist of molecular simulations performed in a fast,

precise fashion to recreate the atomic interactions among molecules. One of10

the most effective methods in VS is docking [20], applied to solve the so-called

Protein-ligand Docking Prediction (PLDP) problem. Such a method is based

on the exploration of ligand conformations adopted within the binding sites of

macromolecular targets [3]. As a result, docking not only shortens the research-

to-market cycles but also leads to enormous cost savings [18]. The other side of15

the coin, however, is its intensive computational expense, which demands pow-

erful high-performance computing platforms programmed by means of advanced

parallel programming models [13].

In parallel, the field of Artificial Intelligence has gained a tremendous mo-

mentum in the last decade. This heyday is mostly due to the last achievements20

in the subfield of Machine Learning (ML), and in particular in Deep Learning

(DL). DL is a family of ML algorithms based on Artificial Neural Networks

(ANNs) with many sequential layers of simple computing units (artificial neu-

rons) for learning data representations [43]. The adjective ”deep” refers to the

fact that the given ANN is made of many layers, in contrast with shallow ANNs.25

One of the strongest features of these powerful and flexible models is that they
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are able to automatically learn high-level abstractions of data. Consequently,

DL has been successfully applied to a wide range of contexts such as speech

recognition, machine translation, image recognition, and self-driving cars [26],

to name just a few.30

As a consequence in the last lustrum, there has been an increasing and vivid

research trend of DL applied to drug discovery [2; 39; 5; 6], specially since the

astounding results achieved in Merck Kaggle and NIH Tox21 data challenges.

Thus, [2] identifies five major topics in this regard: molecular property and

activity prediction; molecular de novo design; reactions prediction, planning35

synthesis, and retrosynthetic analysis; protein-ligand interactions prediction;

and biological imaging analysis. To the extent of our knowledge, the first two

topics along with biological imaging analysis are by far the most fruitful within

drug discovery in terms of achieved performance and the number of publications.

With respect to the protein-ligand interactions prediction, which involves the40

resolution of the PLDP problem, there have been also some remarkable advance-

ments [57; 37; 16]. In most of them, 3D and 2D grids generated from molecular

coordinates are used as inputs for Convolutional Neural Networks (CNNs) [23],

a particular ANN architecture that performs specially well in image recognition

tasks. CNNs are then used as Scoring Functions (SFs) in active/inactive detec-45

tion in protein-ligand complexes, or in score pose and binding affinity prediction,

for example.

In addition to DL, Reinforcement Learning (RL) is another renowned sub-

discipline in ML. It pursues the goal of training an agent to interact with a

given environment to maximize some notion of cumulative reward in the long50

term [53]. During training, a policy function that determines the action to be

taken by the agent is optimized in an iterative trial and error learning process.

RL is currently living a renaissance thanks to more powerful computers, new

algorithmic techniques, mature software packages and architectures, and strong

financial support [28]. Among those novel algorithmic techniques, it stands out55

the combination of DL and RL, giving rise to a new family of algorithms known

as Deep Reinforcement Learning (DRL). These algorithms integrate an ANN
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in some of the basic components of an RL system such as the policy function,

the value function, or the transition model. Although there had been several

important attempts to integrate DL and RL algorithms in a single system be-60

fore, nobody had been successful until the advent of the striking breakthroughs

of Deep Q-network (DQN) [32] and AlphaGo [47; 48]. Consequently, DRL is

expected to revolutionize the field of Artificial Intelligence in the next years [1].

Moreover, RL and DRL have been applied in drug discovery as well, in particular

in molecular de novo design [15; 33; 36], retrosynthesis [44], and inverse-design65

chemistry [41].

As explained by [2], the results so far in drug discovery applying DL and RL

methods show better performance for certain tasks like bioactivity prediction

through multitask learning, de novo molecular design, and image analysis. In

respect of molecular docking, though, the same authors pointed out that despite70

of the hopeful results obtained with CNNs, it is not clear whether they will be-

come a real, much better alternative to traditional methods. Nevertheless, we

do believe that DRL can definitely enhance and accelerate the resolution of the

PLDP problem by harnessing the power of ANNs as function approximators to

train the agent to navigate and find the optimal solution. With this aim, in this75

paper we propose for the first time an approach based on a DRL scheme. This

work is an extension of our previous effort [45]. To the best of our knowledge,

there is no other previous study on protein-ligand interactions prediction based

on DRL apart from our aforementioned work [24; 62]. In particular, we intro-

duce a system that involves the application of the DQN algorithm to train the80

ligand to search for the optimal interaction site in a docking scenario guided

by a force-field-based SF. Thus, the main contribution of this work could be

considered the creation of a novel docking method compared to current state-

of-the-art alternatives. We are convinced that this alternative approach based

on DRL could overcome some of the weaknesses of those more traditional meth-85

ods, which are currently unfeasible to process large chemical databases in a

reasonable amount of time. As a first step to fulfill this ambitious task, we de-

sign a conceptual study with the aim of demonstrating that, once the agent has

4



been trained, it is able to find the optimal spot in a subsequent prediction phase

regardless of its initial location. We believe that this is a promising, stimulating90

avenue of research that can contribute to accelerate drug discovery and sooner

deliver medicines to patients urgently in need.

2. Background

2.1. Molecular docking

The PLDP problem involves two molecules known as the ligand and the95

host. The ligand—i.e. the pharmacological candidate or compound—is the

smallest molecule with normally less than 200 atoms. The host, also known

as the target or the receptor, is typically a protein or enzyme involved in a

given disease [40]. Molecular docking is a computational method that models

the interaction between the ligand and the host to solve the PLDP problem100

and has become an essential tool in drug discovery in recent years. The main

goal in docking is for the ligand to find the optimal interaction site where both

molecules interact with one another (see Figure 1). To do so, docking consists of

two interrelated steps: (i) sampling conformations of the ligand in the binding

site of the host; and (ii) accurate prediction of the interaction energy associated105

with those conformations using a SF. In this definition, it is assumed that the

location of the binding site of the protein is known. If the binding site is totally

unknown, then the problem is called blind docking [54].

Moreover, there exist two different approaches in drug design, Structure-

Based Drug Design (SBDD) and Ligand-Based Drug Design (LBDD) / Similarity-110

Based Drug Discovery [31; 3]. SBDD exploits three-dimensional structural infor-

mation gathered from the protein, while LBDD is based only on the knowledge

implicitly contained in the chemical structure or physical properties of other

ligands—i.e. their similarity—that bind to the biological target of interest.

Needless to say, molecular docking falls in the SBDD category. In addition,115

docking is performed multiple times for different chemical compounds from a

ligand library in a method called Structure-Based Virtual Screening (SBVS).
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Figure 1: Illustration of the PLDP problem. The objective for the simulated ligand (A,

with a blue skeleton) is to find the optimal interaction site (B, with a green skeleton)

in the host surface. The optimal interaction site is zoomed for clarity sake.

Such a method broadly encompasses docking, molecular dynamics, and quan-

tum mechanics. In SBVS applied to docking, large libraries of ligands are com-

putationally screened against a target of known structure, and those that are120

predicted to bind reasonably fine are experimentally tested through a subse-

quent High-Throughput Screening (HTC) process [25]. Actually, these libraries

may contain millions of compounds [14]. So, the underlying assumption is that

the more extensive and diverse the database, the higher possibilities of discov-

ering new drugs. Nonetheless, SBVS methods currently fail to make accurate125

activity and toxicity predictions. This is due to constrains both in the capabil-

ity of the SFs from a theoretical point of view and in the access to sufficient

computational resources. The consequence of these drawbacks is that even the

quickest SBVS methods are not able to process large chemical databases in a

reasonable amount of time.130

Another important distinction in docking is related to flexibility of the in-

volved molecules. Early docking programs follow the lock-and-key theory [4],

which conceives the ligand-host binding mechanism as a rigid ligand fitting into

a rigid host just as much as a key fitting in a lock. A more realistic approach is

that of based on the induced-fit theory [22], which states that both the ligand135

and the active site of the host are continually reshaped by the interactions be-

tween each other. However, adding flexibility to the host is a great challenge,
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especially with respect to backbone flexibility. Molecular dynamics would be

the ideal way of addressing this issue. Unfortunately, this method entails a

much higher computational cost, which prevents this alternative from being140

routinely applied to screen vast biological databases. Consequently, in nearly

every docking software nowadays it is adopted an intermediate position that

only considers the ligand as flexible. This approach implies a good trade-off

between accuracy and cost.

Thus, the resolution of the PLDP problem is not an easy, straightforward145

task. As for the conformational search, there are six degrees of translational and

rotational freedom as well as the conformational degrees of freedom of both the

ligand and protein. Therefore, there is a huge number of potential interaction

modes between two molecules, which makes docking a NP-complete problem [46]

where it is computationally unfeasible to generate all the possible conformations150

or to perform an exhaustive search. Still, if the best docking pose–i.e. the one

with the lowest SF value–were found, evaluating its binding energy would not

be a trivial task either. There are three types of SFs depending on the nature

of the information included in their estimates: force-field-based, empirical, and

knowledge-based [30]. Each of those SFs have their own benefits and drawbacks.155

In addition to molecular flexibility, there are other issues to bear in mind, such

as the simulation of structural water located in deep cavities of the host, drug

toxicity, or how to represent the molecules involved in the PLDP problem. Last

but not least, there is a natural limit of computational resources that makes

necessary to find a good balance between accurate, realistic representation of160

the molecular interactions and the cost of such resources.

2.2. Deep Q-Network

As previously mentioned, in RL an agent interacts with a certain environ-

ment trying to learn an optimal control policy to maximize the sum of some kind

of cumulative reward. In finite-horizon, episodic tasks, the agent learns across a165

set of subsequent attempts or episodes made of several time-steps. As it is shown

in Figure 2, the agent observes a state st at a given time-step t, takes an action
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at, gets the reward rt from the environment, and transitions to the next state

st+1. Unlike supervised learning, there is no explicit dataset. The environment

generates the data according to the actions that the agent takes. Additionally,170

this work is focused on non-stationary and Partially Observable Markov Deci-

sion Process (POMDP)–where the agent only is able to see part of the world

state instead of the internal state (memory) to act optimally–problems.

POLICY
STATE (st)

ACTION (at)

NEXT STATE (st+1)

REWARD (rt+1)

ENVIRONMENT

AGENT

Figure 2: Representation of a typical problem in Reinforcement Learning.

In this work a DQN is applied, which is based on another well-know algo-

rithm called Q-learning [59]. This is a model-free algorithm because the tran-175

sition probabilities are unknown. Instead, the environment produces the states

and rewards. In addition, it is value-based since it tries to learn a state-action

value function—Q-function from here onward—that reflects the utility values of

each state when executing a certain action, instead of directly learn the optimal

policy as in policy-based algorithms. More specifically, those utility values are180

continuously updated according to the rule in Equation 1:

Q′(s, a) = Q(s, a) + α(r + γ max
a′

Q(s′, a′)−Q(s, a)) (1)

where Q(s, a) is the current expected utility of taking action a in the state s,

α is the learning rate, and the term in parenthesis refers to the error between the
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target expected utility r+γ max
a′

Q(s′, a′) and its current predicted value Q(s, a).

γ is a discount factor (normally close to 1) that is used under the assumption185

that estimated future rewards are worth less than certain immediate ones. The

predicted expected utility is equal to the sum of the immediate reward r plus the

discounted Q value of the next state s′, assuming that the best possible actions

is taken (a′). Q-learning is considered as an off-policy algorithm because the

next action a′ is selected to maximize the value of the next state s′ instead of190

following the current policy—also known as the behavior policy—as in on-policy

methods such as SARSA [52]. In particular, DQN follows an ϵ-greedy strategy

as the behavior policy in order to manage the exploration/exploitation trade-off.

DQN is also an approximate solution method, not tabular. In this case, an

ANN is used to approximate the Q-value function Q(s, a|θ), where θ represent195

the weights from the ANN that parametrize those Q values. Those weights are

updated iteratively during the training process. In every of those iterations, the

goal is to minimize the loss function included in Equation 2:

L(s, a|θi) = (r + γ max
a′

Q̂(s′, a′|θ−i )−Q(s, a|θi))2 (2)

The weights are updated in the next iteration i+1 based on backpropagation

by computing θi+1 = θi−α∇θL(θi). As the Q-function performs several weights200

updates and its estimates become more reliable, the agent starts to take more

and more deterministic actions based on that function. Adam [19] is chosen as

the update rule for this work. In supervised learning, the loss is the difference

between the actual and the predicted values. Similarly, in this context the

loss is difference between the target values rt + γ max
a′

Q̂(s′, a′|θ−i ), and the205

predicted values Q(s, a|θi). Note that θ−i refers to the weights of the so-called

target network, which is a copy of the deep Q-Network—also known as online

network. The difference between both ANNs is that the weights of the target

network normally remain fixed, being updated only every C iterations, while

the online network is updated in every single iteration.210

In addition, the Q-learning algorithm with one-step return based on non-
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linear function approximators such as ANNs is known for its difficulty to con-

verge. Thus, the authors of DQN adopted additional measures to enable and

speed up convergence, such as the use of an experience replay database [29], the

target network with frozen weights, and reward clipping. Namely, the experi-215

ence replay dataset is used to store a fixed number of experiences or memories,

which are transition tuples containing (st, at, rt, st+1)–i.e. the current state, the

action taken, the reward obtained, and the next state. Those experiences are

uniformly sampled from the dataset in minibatches to train the ANN. The ad-

dition of those experiences helps to break the correlation between samples from220

subsequent time-steps, and therefore facilitates convergence.

Moreover, DQN has been improved over the years with several refinements.

Thus, double deep q-learning [56] tackles the problem of overoptimistic value

estimates by evaluating the greedy policy according to the online network, while

estimating its value following the target network. This modification improves225

DQN in terms of value accuracy and policy quality. In addition, the dueling

network architecture [58] contributes to identify which states are valuable per

se, without learning the effect of each action for each state. To do so, it includes

two separate estimators, one for the state value function V (s) and one for the

action advantage function A(s, a). The stream V (s; θ, β) of the model learns a230

general value that is shared across many similar actions at that state s, leading

to a faster convergence. Finally, prioritized experience replay [42] also speeds

convergence by sampling experiences according to how surprising or unexpected

they are instead of doing it randomly. To avoid overfitting, though, a stochas-

tic sampling method that interpolates between pure greedy prioritization and235

uniform random sampling is employed.

3. Related work

Next, it is succinctly reviewed previous works in DL applied to docking.

Note that these articles are based on supervised learning instead of RL. But as

far as we are aware, these are the nearest related works to the intersection of240
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the PLDP problem and DRL algorithms, as intended in the current work.

As previously stated, there is a research trend in which scientists are already

investigating the application of DL algorithms to protein-ligand interactions

prediction [35]. Basically, they aim to substitute traditional docking SFs and

ML SFs by CNNs to predict binding affinity [11; 51; 50; 7; 17], pose score245

[38], active/inactive molecules [57; 37; 8; 34], binding sites [16], or properties of

potential ligands interacting with proteins [49].

In these models, 3D grids are the most widely used format to describe the

molecules. This kind of input does not only take into account the atom co-

ordinates but also extra information such as the atom types, partial charges,250

pharmacophoric and SMART properties, voxel occupancy, atom connections,

hybridization, amino acid types, etc. According to this kind of input, 3D CNNs

is the preferred ANN’s architecture. It is worth noting that only [17] make use

of deeper ANNs—in particular a variant of SqueezeNet [12]—, while the rest of

the authors make use of shallower CNNs with no more than three convolutional-255

pooling layers and a fully connected network with no hidden layers attached at

the end, in most cases.

Results obtained up to now are slightly better or at par than other ML

methods and traditional scoring-function-based methods. For example, [57]

achieve an AUC greater than 0.9 in the DUD-E benchmark, surpassing previous260

docking methods included in Smina [21]. But these results are constrained to

57.8% of the targets included in the benchmark. Furthermore, the CNN in [37]

outperforms Autodock Vina [55] empirical SF, and ML-based SFs like RF-Score

and NNScore in VS and intertarget evaluations of pose prediction. However, it

performs worse at intratarget pose ranking, which is more relevant to docking.265

[51] evaluate their CNN in the D3R challenge. They find that their performance

is best-in-class when performing affinity ranking for two of the targets (three

of the subchallenges), albeit it is average on two of the other targets and poor

on a third. The model from [50] outperforms the SFs tested in [27] in two test

sets (PDBbind v. 2016 and CASF-2013)–the best-performing X-Score had R270

= 0.61 and SD = 1.78, while their model achieved R = 0.70 and SD = 1.61.
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However, the RF-Score v3 SF has better performance, achieving R = 0.74 and

SD = 1.51 on CASF-2013. [17] compare their model with other three ML SFs

(RF-Score, X-Score, and cyScore). In the PDBbind core set, their model is able

to outperform the rest of the methods, with a similar correlation coefficient as275

RF-Score while achieving significantly lower error in terms of RMSE. In the

CSAR sets, however, RF-Score offers the best average performance, supporting

the hypothesis that more complex ML methods tend to underperform outside

the training manifold.

Indeed, the main drawback of all these models is that they resoundingly fail280

when predicting the output with new examples out of the datasets they were

trained for. This problem is not only related to the algorithms themselves but

also with the lack of gold-standard datasets in ML applied to drug discovery

[39]. This lack is partly due to the heterogeneity of the information included

in the drug discovery datasets. There have been some recent, laudable efforts285

in drug discovery to create something similar to ImageNet database in image

recognition [60]. In the meantime, though, datasets like PDBbind, scPDB,

CSAR, DUD, and DUD-E are some of the most widely used benchmarks in

protein-ligand interactions prediction. Although some of these results obtained

with CNNs are encouraging, this issue casts doubts on the ability of these DL290

models to consistently improve results compared to traditional SFs and other

ML-based methods [2].

4. Implementation

The main contribution of the current work is to introduce a new promising

method based on DRL for solving the PLDP problem. In the following lines,295

it is thoroughly explained how this method has been implemented. This brings

about important decisions on the building blocks of DRL: defining the states,

actions, states, reward function, architecture of the ANN, stop conditions, etc.

As illustrated in Figure 3, these are the major components of RL (see Sec-

tion 2) associated with the PLDP problem:300
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• The agent, which is incarnated by the ligand.

• The value function, which indirectly determines the policy of the agent.

It is represented by a standard feedforward ANN estimating the Q values.

• The actions the agent may take. There are two possible discrete actions:

moving forward or backward along one spatial axis.305

• The environment ε represented by the docking program METADOCK

[13].

• The states and next states embodied by the mass center of the ligand plus

the rotational quaternions and their norm.

• The reward based on a transformed score obtained from METADOCK SF.310

This reward gradually adds the SF terms according to several conditions,

as depicted below.

As for the actions, at each time-step the agent takes a specific action at from

the set of possible actions, A = {1, . . . , K}. As mentioned earlier, for this

problem, two possible actions can be taken by the ligand. In particular, the315

agent can move forward and backward along the x axis. The idea is to reduce

the search space of Q-values as much as possible to facilitate the convergence of

the algorithm. In future publications, it is intended to include movement and

rotation in the three axes and ligand folding. But this is far beyond a reasonable

scope for the current work. Then, the selected action is passed to METADOCK,320

which computes the new position or state of the ligand and its corresponding

score.

With respect to the states, these are vectors xt ∈ Rd representing the posi-

tion of the mass center of the ligand, where t refers to a particular timestep from

a given episode and d to the dimension of the states. In addition, it is included325

the rotational quaternions and their norm for later extensions of DQN-Docking.

More complete representations of molecules like 3D structures [61] could be used

here. However, those alternatives were discarded in favor of simplicity to en-

sure a functional docking method. For the same reason, information concerning
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VALUE
FUNCTION

ENVIRONMENT
(METADOCK)

STATE
(x, y, z, a, bi, cj, dk)

ACTION
(a0 , a1)

NEXT STATE
(x, y, z, a, bi, cj, dk)REWARD

(es + ww + hb + sc)

AGENTPOLICY

Figure 3: Operational schema of DQN-Docking. Coordinates (x, y, z) belong to the

mass center of the ligand. (a, bi, cj, dk) represents the rotational quaternions and their

norm. (a0, a1) indicates the possible action to be chosen, that is, moving forward along

axis x or backward. Finally, es, ww, and hb stands for the SF terms, which respectively

correspond to the electrostatic term, Wan der waals forces, and hydrogen bonds. In

addition, sc refers to the overall score from the SF computed by METADOCK.

the host is not incorporated in the states nor other kind of knowledge such as330

atom types or partial charges. That information is indirectly included via the

reward function based, in turn, on the METADOCK SF, which implicitly takes

into account the structure of the host. Those two functions–reward and SF–are

described in the lines below.

Moreover, METADOCK is conceived as the RL environment ε. This software335

has recently been proposed as an efficient heuristic-based software framework

that makes affordable the study of protein-ligand interactions that occur during

the ligand-host binding process. Other alternatives such as AutoDock Vina or

Smina were considered but METADOCK stands out for being computationally

14



faster, which is an important aspect with regard to DRL training. In particular,340

METADOCK can apply translations and rotations to the ligand in the Euclidean

space, and report the quality of the movement taken by using a force-field-based

SF. This function involves the calculation of three major terms, as shown in

Equation 3: (1) electrostatic interactions; (2) the potential of Lennard-Jones

as a mathematical model to solve Van der Waals’ forces; and (3) the hydrogen345

bonds term. In addition, it can include the same solvation term and rotable

bonds than AutoDock 4.

n∑
i=0

m∑
j=0

k

(
qi qj
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)
+
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)6
)
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)12

−
(
σij

rij

)6
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Algorithm 1 briefly describes how the score is computed by METADOCK

given a particular position of the ligand.

Algorithm 1 Sequential baselines for the Lennard-Jones interactions between

host and ligand.
for i=1 to N_CONFORMATION do

for j=1 to N_ATOMS_HOST do

for k=1 to N_ATOMS_LIGAND do

Energy = 4×ϵ×(term_raised_to_12(j, k)−term_raised_to_6(j, k))

Scoring += Energy

end for

end for

S_energy[i] = Scoring

Scoring = 0

end for

The reward function is one of the most sensitive parts in RL since it serves350

as a guide for the agent to interact with the environment. It implies a deep
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knowledge concerning the problem to be solved–in this case, the PLDP problem.

The natural choice in this context would be to directly take the raw score from

the SF since it represents the quality of the position of the ligand coupled

with the host. However, unlike other settings such as the Atari videogames355

that DQN was orginally designed for, this score is not cumulative, it does not

increase slightly over time, and it is not always positive. Instead, it is negative

most of the time and can drop sharply if (1) the two atoms with positive charge

from the ligand and host respectively get too close (electrostatic repulsion); or

(2) the ligand overlaps the host (steric repulsion). In fact, the range of the360

SF goes from stratospheric negative numbers (e.g. -4.5e+21) to 500 at most,

depending on the molecules involved. Therefore, this score turns out to be too

noisy to be employed as a reward signal and it does not favor convergence of

the RL algorithm. As a workaround, the original SF terms are retrieved and

gradually added according to several conditions described in Algorithm 2. This365

reward function enables a more reasonable behavior for the agent. It is worth

noting that 14 previous versions of the reward function were tested until the

final candidate was selected.

Additionally, the value function in DQN-Docking is based on a standard

feedforward ANN, also known as dense (fully connected) neural network or370

multilayer perceptron (MLP). This ANN takes transition tuples containing

(st, at, rt, st+1)–i.e. the current state, the taken action, the obtained reward,

and the next state–as input from the experience replay dataset. This simpler

architecture is chosen over other more compelling alternatives because of the

relative simplicity of the inputs. In particular, CNNs and RNNs are discarded375

since DQN-Docking does not use 2D/3D grids or molecular sequences as input

data, unlike the works analyzed in Section 3. Moreover, those memories are

sampled from the dataset in minibatches to train the ANN. Specifically, the

criterion of absolute Temporal-Difference (TD) error is followed to relatively

favor more surprising (better) experiences. In turn, the network outputs the380

estimated Q values of each action in a given time-step. The action with the

highest Q value is selected for the agent at that particular time-step. The spe-
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Algorithm 2 Reward function in DQN-Docking
Require: es: electrostatic term; ww: Wan der waals forces; hb: hydrogen

bonds; sc: overall score from METADOCK SF ;λ, ι, δ, ζ: empirically-set

cut-offs.

Ensure: reward.

Initialize reward terms esr, wwr, hbr, and scr.

if abs(es) >= λ then

esr = 1

if -ww >ι then

wwr = log(-ww)

if hb <-1 and abs(ww) <δ then

hbr = 1

if -sc >ζ then

scr = η

end if

end if

end if

end if

reward = add(esr, wwr, hbr, scr)
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cific hyper-parameters of the ANN model are listed in Table 1.

Another important aspect in RL refers to stop conditions. Docking has been

conceived in this work as a finite-horizon, episodic task. METADOCK takes care385

of shifting the agent in the three-dimensional space and subsequently computing

the SF but does not specifies when a given episode is over. As a consequence, two

stop conditions are manually added. First, a maximum number of time-steps

is set as in any RL episodic task (see Table 1). Second, sometimes the ligand

may deviate and get way from the host excessively. To correct such undesired390

behavior, the episode immediately terminates if the Euclidean distance between

the two molecules is greater than a certain cut-off D in 10 following time-steps.

In practice, this condition limits the exploration area of the agent around the

host. These two stop conditions definitely contribute to accelerate the learning

process. Furthermore, an overall condition is necessary to determine when the395

agent has optimized the policy well enough. So, another condition is set to stop

the whole training process when the average reward in the last 100 episodes

reaches a theoretical maximum. That quantity is calculated considering the

distance between the initial position of the ligand and the optimal solution, the

maximum time-steps per episode, the highest possible reward per time-step, etc.400

In this work, the aforementioned distance between the initial position and the

solution can be estimated since the latter is known. In practice, however, the

solution is unknown, so the theoretical maximum should be reformulated.

5. Evaluation methodology

Once it is explained how the new docking method is implemented, next it405

is introduced the followed methodology to evaluate the proposed solution. As

for the involved molecules, the evaluation of DQN-Docking is based on a beta-

cyclodextrin as the target host. These molecules are produced from starch by

enzymatic conversion. They stand out for their simplicity and water solubil-

ity. As for the ligand, the candidate selected for the experiment is known as410

kaempferol. Both the target and the ligand were obtained from the Protein
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Data Bank (PDB).

The conducted experiment entails the training of the agent starting from six

different positions independently, as shown in Figure 4. Three of these positions

fall into the left side of the cyclodextrin set in the origin, while the rest lie on415

the right side. The agent can move forward and backward along the axis that

cross through the inner hole of the cyclodextrin and its optimal spot. A different

maximum number of time-steps per episode is set empirically for each position

to guarantee convergence. In particular, for the most distant starting positions

(position no. 1 and 6), the agent is trained in episodes with 4,000 maximum420

time-steps. This limit decreases up to 2,000 steps for intermediate positions (2

and 5) and to 1,000 for closer positions (3 and 4) since the optimal solution is

nearer, so the algorithm needs less training in order to converge. After training,

the agent is allowed to act according to the learned policy in a new single episode

of prediction with a 1,000 time-steps length. In particular, the ligand trained in425

each starting position is run in the predictive episode starting from that position

and the other five. This leads to 36 different runs as a result of crossing the

six starting positions in training and prediction. Finally, the goal and desired

behaviour for the agent is to check whether it can find the optimal solution,

which is known beforehand, and stay put to maximize the reward across the430

episode.

The experiment is performed on a server with an Intel(R) Xeon(R) CPU

E5-2640 v4 @ 2.40GHz, 128 GB of RAM, 1 TB SSD Hard Disk, and a NVIDIA

GeForce GTX 780 GPU (Kepler). OpenAI Baselines 0.1.5 is used to deploy the

DQN algorithm. This library is based on Tensorflow and Keras frameworks to435

design and train ANNs. Specifically, TensorFlow 1.7.0 and Keras 2.1.5 are used

for the experiment.

6. Results and discussion

First of all, a manual hyperparameter tuning [9] focused on execution time is

carried out in order to select the optimal combination of DRL hyperparameters440
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Figure 4: Evaluation methodology based on beta-cyclodextrin and kaempferol. The

agent is independently trained from six different positions numbered from 1 to 6.

The objective for the agent is to discover the optimal solution in the center of the

cyclodextrin and stay oscillating around that spot. In a later predictive episode for

each of those six training process, the agent is allowed to move according to the learned

policy starting in the original position that was trained from and the rest of the five

positions, giving rise to a total of 36 runs for the prediction phase.

and speed up training. The performed analysis encompasses more than 180

runs with different combinations of both Deep and Reinforcement Learning

hyperparameters for initial position no. 3. For each hyperparameter, different

values are tested. In turn, for each of these values five runs are performed

with the intent to reduce the uncertainty caused by the randomness of several445

elements of the algorithm such as the weights initialization of the ANN or the

ϵ-greedy strategy. After performing the five runs, the best value on average is

set for the next hyperparameter to be tested. This process of selecting the value

of hyperparameters sequentially requires a deep knowledge of the interrelations

among them. For example, changing the maximum of global timesteps of the450

experiment directly affects the impact of the exploration fraction on execution

time. Those interrelations are carefully taken into account in this analysis.

Likewise, this tuning process is cyclically repeated several times until there is

no any remarkable improvement in terms of time saving. As a result, execution

time is progressively reduced from the original 80 hours to only 12 for initial455

position no. 3.

Figure 5 shows the hyperparameters that prove to have a deeper impact in
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Figure 5: Result of hyperparameters analysis. Hyperparameters values are tested

sequentially. Red bars with diagonal stripes indicate that the algorithm failed to

converge. Error bars are based on confidence intervals with α = 0.05. Note that the

y-axis scale is the same for all the bar charts, ranging from 0 to 70, but for 5.d, which

ranges from 0 to 150.

terms of computational efficiency. Overall, exploration fraction and mini-batch

size are the most determining ones. With respect to the mini-batch size (bar

plot 5.a), 32 tuples of experiences seems to be the optimal. This value is in460

line with the original work of DQN. Regarding the neural network architec-

ture, a standard feedforward ANN with up to 5 hidden layers composed of 128

units each is tested (5.b). The ANN with one layer seems to be the most suit-
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Table 1: Values of the hyperparameters used in DQN-Docking
RL hyperparameters

Hyperparameter Value Description

Number of global time-steps 488,581 / 293,332 / 195,571 Average number of global time-steps completed along the simulation for positions 1&6, 2&5, and 3&4

Global maximum time-steps limit 10,000,000 Maximum time-steps limit along the entire simulation

Maximum time-steps per episode T 4,000 / 2,000 / 1,000 Maximum time-steps limit per episode for positions 1&6, 2&5, and 3&4

State space 7 Real numbers needed to represent a particular state

Action space 2 Real numbers needed to represent the possible actions to be taken by the agent

Shifting length per step 0.1 Angstroms traveled by the ligand in each step when shifting

Rotating angle per step 0.5 Degrees turned by the ligand in each step when rotating

Exploration fraction 0.005 Fraction of entire simulation over which the exploration rate is annealed

ϵ initial value 1 Initial value of ϵ (if ϵ=1, then 100% actions are randomly selected)

ϵ final value 0.02 Final value of ϵ.

γ discount rate 0.99 Discount rate for future rewards

Experience replay pool size N 1,000,000 Number of memories (st, at, rt+1, st+1, terminal) to be stored to perform experience replay

Learning start 100,000 Number of initial steps where the agent only takes random actions

Steps C to update target network 1,000 Frequency at which the target network is updated

α PER 0.6 Alpha parameter for prioritized experience replay

β0 PER 0.4 Initial value of beta for prioritized experience replay

β iterations PER None Number of iterations over which beta will be annealed from initial value to 1

ϵ PER 0.000001 Epsilon to add to the TD errors when updating priorities

DL hyperparameters

Hyperparameter Value Description

Number of hidden layers 1 Number of hidden layers between input and output layers

Hidden layer size 256 Number of units in the hidden layers

Activation function tanh Activation function used by hidden units to decide whether they should be activated or not

Update rule Adam The parameter update rule used by the optimizer

Learning rate 0.1 Learning rate used by the optimizer

Minibatch size 32 Number of training examples per update

able for the task at hand. However, three or more layers make the algorithm

unable to converge. Next, it is also tested the number of units for one layer465

(5.c). Specifically, 256 neurons seem to be the optimal considering the size of

the error bars although time saving is not really significant compared to other

hyperparameters. The impact of the target network updating frequency C (5.d)

is not specially important but values greater than 1 million make the algorithm

unfeasible to converge. Moreover, the exploration fraction (5.e) is the most470

important hyperparameter with respect to execution time. In particular, small

values (between 0.005 and 0.02) considerably lower convergence time from more

than 50 hours on average (0.1) to just 12. For all these tests, a global maximum

limit of 10 million time-steps was set. Finally, Table 1 shows the most efficient

combination of hyperparameters selected to train the agent after the manual475

hyperparameter tuning.

Next, it is shown the evolution of the average total reward per time-step

during the training process for each initial position in Figure 6. It is calculated
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Figure 6: Average total reward per time-step during the training process. The average

is calculated considering the previous 100 episodes. For the sake of comparison, both

x and y axes share the same range of values in the six charts.

with respect to the previous 100 episodes. Agent in positions 1 and 6 (charts

a and f) needs almost 500,000 time-steps and 20 hours of training since these480

are farthest from the crystallographic solution. Conversely, agent in positions 3

and 4 (c and d) spends less than 200,000 time-steps and 10 hours of training.

Thus, the average total reward takes a while until it starts rising. When this

happens, it gradually increases until the algorithm converges, suggesting that

the agent steadily learns to make better decisions over time. When visualizing485

its movements in PyMol by the end of training, the ligand tends to stick to

the optimal solution oscillating between that position and the next closest one.

This is the optimized and desired policy considering that for the agent staying

still is not an option.

As for prediction, the heatmap in Figure 7a shows the Root Mean Square490

Deviation (RMSD) in Angstroms between the last position in the episode of

prediction and the optimal solution. This distance is calculated for each pair

of training and prediction initial positions. The purpose is to demonstrate that
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Figure 7: (a) RMSD between the last position in the episode of prediction and the

optimal solution. The distance is computed for each pair of training and prediction

initial positions. The maximum distance between the current position and the solution

across the 36 pairs is 256 Å. (b) Average RMSD between current position and the

optimal solution across the episode of prediction. The standard deviation is shown in

parentheses.

the agent is able to find the optimal spot regardless of which was the initial

position during training. Specifically, the RMSD varies between 0 and 6 for all495

cases insinuating that the agent successfully ends up in the optimal location.

Consistently with its behavior at the end of the training process, the ligand

alternates between the solution (where RMSD = 0) and the next closest position

(RMSD = 6) once arrives to the former.

Alternatively, the average RMSD value between the current position at each500

time-step and the optimal solution is computed across the episode of prediction.

The intention of this measure is to ensure that the agent behaves according to

the optimal policy. In effect, the average RMSD in Figure 7b is pretty low (10

Å as much) for each pair of training and prediction initial positions. This con-

firms that the ligand does not behave erratically before arriving to the optimal505

spot. Additionally, the minimum RMSD value between the current position

at each time-step and the optimal solution was also calculated. However, the

corresponding heatmap is omitted as the RMSD = 0 for all of the 36 pairs
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of training and prediction initial positions. These results corroborate that the

ligand finds the crytallographic solution at least once in every pair, which is510

coherent with findings in the previous heatmaps.

7. Conclusions and future work

Computational drug discovery is an amazing field with an incredible room

for extension, innovation, and impact. The same is true for VS and docking,

where the fastest methods are not currently able to process the largest biological515

databases in a reasonable time-frame. This limits its practical application in

medical research. As a consequence, there is an appealing, urgent research gap

to be filled. Instead of mainly relying on parallel programming schemes and

more powerful hardware to accelerate the resolution of the PLDP problem, we

took an alternative approach based on the latest advances in DRL. Particularly,520

we created a system with an embedded DQN to train the ligand to look for

the optimal solution in a molecular docking setting by following a reward signal

derived from a traditional force-field-based SF. Results from both training and

prediction phases demonstrate that once the agent has been properly trained

it is able to find the solution where both molecules interact, irrespective of the525

original position it was trained from.

We do believe that this pioneering study is a valuable first milestone to

generalize our findings to other ligand-host pairs and thus reach the ambitious

goal of developing a faster, more accurate tool to solve the PLDP problem. By

extending the present work, we hope to contribute to save tons of economic530

resources for the pharmaceutical industry and, what is more important, to save

the life of those who urgently need the drugs to be develop.
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